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Introduction

» Current neural audio watermarking methods mainly focus on imperceptibility and
robustness, while ignoring vulnerability to security attacks.

» We develop overwriting attack to overwrite a legitimate audio watermark with a
forged one, making the original legitimate watermark undetectable.

» We study overwriting attacks under white-box, gray-box, and black-box settings.

> Experiments on state-of-the-art watermarking methods demonstrate that the
proposed overwriting attacks can compromise watermark across various settings

and achieve a nearly 100% attack success rate.
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Overwriting Attacks

@ Attack goals v’ Destroy the original watermark
v’ The attacker can falsely claim copyright
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v White-box: adversary has full access to the original watermarking
embedder, directly applying the embedder again.
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Research study
v’ Gray-box: adversary knows the model architecture only, no weights or
training details. A surrogate model is trained to overwrite.

Training objective:
v Watermark recovery v Time-domain reconstruction

v' Adversarial training v" Frequency-domain reconstruction

Qg ‘%) no access Watermark ’
b4 EmbEddero Research study

v' Black-box: adversary has no knowledge of the watermarking schemes.

* Query-based: adversary has limited API access to the original detector
outputs. (try and test)
» Zero-query: adversary has no query access to the detector. (brute-force)
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Evaluation

White-box attack:
v The embedding space of different schemes are orthogonal and will

Black-box attack: surrogate model training converges early, therefore attacker

with access to detector can ask: "/s this watermark valid?" (query-based)
not interfere with each other.
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Gray-box attack: surrogate models (with same architecture but different training details) are highly effective in removing watermark.
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A Critical Flaw of Neural Audio Watermarking

v’ Systematically studied the overwriting attack, exposing a fundamental security flaw
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in neural audio watermarking methods.

v' Attack achieved near 100% success in white-box , gray-box , and black-box scenarios. This work was supported by CNS-2107057, Email: lyao12@uh.edu
CNS-2318664, CSR-2403249, CNS-2431596



